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Key	Elements	
Sensor	Fusion1	
Definition	/	Overview:	
Sensor	fusion	is	the	combination	of	sensory	data	(data	received	from	disparate	sources	i.e.	sensors).	
It	allows	for	the	resulting	information	to	have	less	uncertainty	than	that	generated	from	the	values	
used	individually	(uncertainty	reduction).	Individual	shortcomings	of	each	sensor	type	is	overcome	
by	the	combination	of	information	coming	from	different	types	of	sensors.	Use	of	different	sensor	
types	can	also	offer	a	certain	level	of	redundancy	to	environmental	conditions	that	could	make	all	
sensors	of	one	type	fail	–	either	natural	causes	(e.g.	Dense	fogs)	or	man-made	phenomenon	(e.g.	
jamming	of	a	camera	or	a	radar).		
	
Centralised	vs	Decentralised:2		
Centralised:	
The	client	simply	forwards	all	of	the	data	to	a	central	location,	where	some	entity	at	the	central	
location	is	responsible	for	correlating	and	fusing	the	data.		

	
Advantages	 Disadvantages	

• Sensor	Module	–	sensor	modules	are	
small,	low	cost	and	low	power,	as	only	
sensing	and	data	transmission	is	
required	–	therefore,	sensors	can	be	
mounted	on	various	locations	of	the	
vehicle,	with	low	replacement	costs.	
Typically,	sensor	modules	have	lower	
functional	safety	requirements	because	
no	processing	or	decision-making	is	
done.	

• Processing	Electronic	Control	Unit	(ECU)	
–	A	central	processing	ECU	has	all	data	
available	as	no	data	is	lost	in	pre-
processing	to	compression	in	the	
sensor	module.	More	sensors	can	be	
deployed	because	they	are	low	cost.	

• Sensor	Module	–	Wide-bandwidth	
communication	is	needed	to	handle	the	
amount	of	sensor	data	in	real	time	(as	
it	can	be	up	to	multiple	Gigabits	per	
second).	Due	to	the	large	amounts	of	
data	that	is	being	transmitted,	Higher	
Electromagnetic	Interference	(EMI)	can	
also	be	a	major	issue.		

• Processing	Electronic	Control	Unit	(ECU)	
–	The	central	ECU	needs	high-
processing	power	and	speed	to	handle	
all	incoming	data,	therefore	would	
have	higher	power	requirements	and	
heat	generation.	Adding	sensors	would	
significantly	increase	the	performance	
needs	of	the	central	ECU.		

																																																								
1	https://en.wikipedia.org/wiki/Sensor_fusion	
2	http://www.eenewseurope.com/news/sensor-fusion-critical-step-road-autonomous-
vehicles	

In	this	scenario,	the	blue	
represents	all	the	various	
sensors	that	are	mounted	in	
multiple	locations	on	the	
vehicle.	The	red	represents	
the	central	Electronic	Control	
Unit	(ECU).	
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Decentralised:	
The	clients	take	full	responsibility	for	fusing	the	data.	In	this	case,	every	sensor	or	platform	can	be	
viewed	as	an	intelligent	asset	having	some	degree	of	autonomy	in	decision-making.	

	
Advantages	 Disadvantages	

• Sensor	Module	–	A	lower	bandwidth,	
simpler	and	cheaper	interface	between	
the	sensor	modules	and	central	ECU	
can	be	used	(in	many	cases,	less	than	1	
Megabit	per	second	is	sufficient).	

• Processing	Electronic	Control	Unit	(ECU)	
–	The	central	ECU	only	fuses	object	
data,	so	it	requires	lower	processing	
power.	An	advanced	safety	
microcontroller	can	be	sufficient	for	
some	systems.	It	is	a	smaller	module	
and	therefore	requires	less	power.	
Adding	sensors	does	not	drastically	
change	the	performance	needs	of	the	
ECU,	as	the	sensor	can	do	most	of	the	
processing	required.	

• Sensor	Module	–	Sensor	modules	
require	an	application	processor	–	
therefore,	they	become	larger,	pricier	
and	require	more	power.	Functional	
safety	requirements	are	higher	in	the	
sensor	modules	due	to	local	processing	
and	decision	making.	Adding	more	
sensors	can	be	a	significant	cost.	

• Processing	Electronic	Control	Unit	(ECU)	
–	A	central	decision-making	ECU	only	
has	object	data	available	with	no	access	
to	the	actual	sensor	data.		

	
Generally,	an	autonomous	vehicle	will	use	multiple	combinations	of	both	centralised	and	
decentralised	systems.		
	
Levels	
There	are	several	levels/categories	of	sensor	fusion	that	are	commonly	used:	

Level	0	–	data	alignment	
Level	1	–	Entity	assessment	(e.g.	signal/feature/object).	Tracking	and	object	
detection/recognition/identification	
Level	2	–	Situation	assessment	
Level	3	–	Impact	assessment	
Level	4	–	Process	refinement	(i.e.	sensor	management)	
Level	5	–	User	refinement	

In	this	scenario,	the	blue	
represents	all	the	various	
sensors	that	are	mounted	in	
multiple	locations	on	the	
vehicle.	The	red	represents	
the	central	Electronic	Control	
Unit	(ECU).	
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Applications	
In	an	autonomous	vehicle,	data	gathered	from	various	sensors	will	be	combined	and	evaluations	in	
order	to	create	the	best	‘view’	of	the	situation	for	the	vehicle,	therefore	allowing	it	to	make	the	best	
possible	decisions	based	on	the	highly	detailed	scenario.	
	
Summary:	

• Sensor	fusion	is	the	combination	of	data	collected	by	the	various	sensors	on	the	
autonomous	vehicle	(e.g.	LIDAR,	GPS,	Accelerometer	etc.).	

• There	are	two	types:	Centralised	and	Decentralised	–	most	vehicles	use	combinations	of	
the	two.	

o Centralised:	All	data	is	forwarded	to	a	central	location,	where	it	is	then	fused.	
Advantages	 Disadvantages	

• Sensor	Module	–	sensor	modules	are	
small,	low	cost	and	low	power,	as	only	
sensing	and	data	transmission	is	
required	–	therefore,	sensors	can	be	
mounted	on	various	locations	of	the	
vehicle,	with	low	replacement	costs.	
Typically,	sensor	modules	have	lower	
functional	safety	requirements	because	
no	processing	or	decision-making	is	
done.	

• Processing	Electronic	Control	Unit	(ECU)	
–	A	central	processing	ECU	has	all	data	
available	as	no	data	is	lost	in	pre-
processing	to	compression	in	the	
sensor	module.	More	sensors	can	be	
deployed	because	they	are	low	cost.	

• Sensor	Module	–	Wide-bandwidth	
communication	is	needed	to	handle	the	
amount	of	sensor	data	in	real	time	(as	
it	can	be	up	to	multiple	Gigabits	per	
second).	Due	to	the	large	amounts	of	
data	that	is	being	transmitted,	Higher	
Electromagnetic	Interference	(EMI)	can	
also	be	a	major	issue.		

• Processing	Electronic	Control	Unit	(ECU)	
–	The	central	ECU	needs	high-
processing	power	and	speed	to	handle	
all	incoming	data,	therefore	would	
have	higher	power	requirements	and	
heat	generation.	Adding	sensors	would	
significantly	increase	the	performance	
needs	of	the	central	ECU.		

	
o Decentralised:	Data	is	fused	by	the	client	and	doesn’t	occur	at	one	location.	

Advantages	 Disadvantages	
• Sensor	Module	–	A	lower	bandwidth,	

simpler	and	cheaper	interface	between	
the	sensor	modules	and	central	ECU	
can	be	used	(in	many	cases,	less	than	1	
Megabit	per	second	is	sufficient).	

• Processing	Electronic	Control	Unit	(ECU)	
–	The	central	ECU	only	fuses	object	
data,	so	it	requires	lower	processing	
power.	An	advanced	safety	
microcontroller	can	be	sufficient	for	
some	systems.	It	is	a	smaller	module	
and	therefore	requires	less	power.	
Adding	sensors	does	not	drastically	
change	the	performance	needs	of	the	
ECU,	as	the	sensor	can	do	most	of	the	
processing	required.	

• Sensor	Module	–	Sensor	modules	
require	an	application	processor	–	
therefore,	they	become	larger,	pricier	
and	require	more	power.	Functional	
safety	requirements	are	higher	in	the	
sensor	modules	due	to	local	processing	
and	decision	making.	Adding	more	
sensors	can	be	a	significant	cost.	

• Processing	Electronic	Control	Unit	(ECU)	
–	A	central	decision-making	ECU	only	
has	object	data	available	with	no	access	
to	the	actual	sensor	data.		

	
• Sensor	fusion	is	used	to	make	‘educated’	driving	decisions	based	on	the	vehicle’s	current	

situation.	 	
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Deep	Learning	
Deep	learning	is	a	method	of	machine	learning	that	incorporated	the	artificial	neural	networks	that	
have	many	hidden	layers.	It	is	a	way	that	computers	learn	what	things	look	like,	by	sending	them	lots	
of	data.	This	was	based	from	the	biological	nervous	system,	as	they	both	attempt	to	define	a	
relationship	between	various	stimuli	and	associate	neural	responses.	Deep	learning	is	what	allows	a	
car	to	distinguish	between	a	pedestrian	and	lamppost.	For	deep	learning	a	computer	model	learns	to	
perform	classification	tasks	directly	from	a	stimulus	(image,	text,	sound).	The	models	are	trained	
using	large	sets	of	labelled	data	and	the	several	layers.	Deep	learning	requires	large	computing	
power.	The	training	time	is	reduced	by	high	performance	GPU’s,	along	with	cloud	computing.	A	
‘Neural	Networks’	are	a	set	of	algorithms	that	are	designed	to	recognize	patterns.	They	interoperate	
sensory	data	through	machine	perception	and	clustering	labelled	raw	data.		The	‘deep’	refers	to	the	
hidden	layers	in	the	neural	networks,	normal	networks	have	around	2-3	hidden	layers,	deep	
networks	have	more	than	150.		
	
Deep	learning	is	a	class	of	machine	learning	algorithms	that:	
• Use	several	multiple	layers	of	processing,	and	each	layer	uses	the	output	form	the	pervious	

layer.	They	can	be	supervised	and	unsupervised		
o Supervised		

§ All	tasks	depend	upon	labelled	datasets,	humans	must	transfer	their	knowledge	
to	the	dataset	in	order	for	a	neural	to	learn	the	coloration	between	labels	and	
data	(e.g.	Detecting	faces,	identify	objects/	voices,	classify	spam	emails).	

o Unsupervised	
§ This	is	when	deep	learning	occurs	without	the	use	of	labels	to	detect	similarities.	

This	has	the	potential	to	produce	more	accurate	data,	as	there	is	more	
unlabelled	data	available,	and	the	more	data	used,	the	more	accurate	(e.g.	
comparing	documents).	

• Have	multiple	levels	of	representation.	
	
How	it	works:	
Labelled	Data	
This	refers	to	data	that	is	given	a	set	of	meaningful	tags,	that	are	informative	of	the	data.	For	
example,	if	a	picture	contains	a	horse	or	a	cow.		
Deep	learning	models	are	trained	by	using	these	large	qualities	of	labelled	data	and	neural	network	
architectures	that	learn	feature	directly	from	the	data	with	no	manual	extraction.	A	specific	type	of	
deep	neural	networks	in	CNN.	Deep	learning	is	composed	of	many	networks,	and	each	network	has	
many	layers,	each	layer	has	several	nodes.	A	node	is	a	place	where	computation	happened,	which	
fires	when	it	encounters	sufficient	stimuli.	
	
Issues	with	deep	learning	are:	

o Overfitting		
o Computational	time	
o Limited	access	to	labelled	data	

	
Summary:	

• Deep	learning	is	just	very	big	neural	networks	on	a	lot	more	data,	requiring	bigger	
computers.	

• They	use	large	sets	of	labelled	data	and	the	several	layers	to	create	patterns.		
• Deep	learning	can	be	supervised	and	unsupervised.		 	
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Convolutional	Neural	Networks	(CNNs)3	
Definition	/	Overview:	4	
Convolutional	Neural	Networks	are	very	similar	to	ordinary	Neural	Networks	–	they	are	made	up	of	
neurons	that	have	learnable	weights	and	biases.	Each	neuron	receives	some	inputs,	performs	a	dot	
product	and	optionally	follows	it	with	a	non-linearity.	The	whole	network	still	expresses	a	single	
differentiable	score	function:	from	the	raw	image	pixels	on	one	end	to	class	scores	at	the	other.		
	
The	main	difference	between	CNNs	and	ANNs	is	that	CNNs	assume	that	the	inputs	are	images,	which	
allows	them	to	encode	certain	properties	into	the	architecture.	These	then	make	the	forward	
function	more	efficient	to	implement	and	vastly	reduces	the	amount	of	parameters	within	the	
network.		
	
CNNs	take	advantage	of	the	fact	that	the	input	consists	of	images	and	they	constrain	the	
architecture	in	a	more	sensible	way.	More	specifically,	the	layers	of	a	CNN	have	neurons	arranged	in	
3	dimensions:	width,	height,	depth	(referring	to	the	third	dimension	of	an	activation	volume,	not	the	
depth	of	the	full	Neural	Network	[which	refers	to	the	total	number	of	layers	in	a	network]).		
	
Example:	
The	input	images	in	CIFAR-10	(collection	of	images	that	are	used	to	train	neural	networks)	are	an	
input	volumes	of	activations,	and	the	volume	has	dimensions	32x32x3	(width,	height,	depth	
respectively).	The	neurons	in	a	layer	will	only	be	connected	to	a	small	region	of	the	layer	before	it,	
rather	than	all	of	the	neurons	in	a	fully-connected	manner.	The	final	output	layer	would	for	CIFAR-10	
have	dimensions	1x1x10,	because	by	the	end	of	the	CNN	architecture,	the	full	image	will	be	reduced	
to	a	single	vector	of	class	scores,	arranged	along	the	depth	dimension	(as	seen	below):		

Layers:	
A	CNN	is	a	sequence	of	layers,	where	every	layer	of	the	CNN	transforms	one	volume	of	activations	to	
another	through	a	differentiable	function.	There	are	three	main	types	of	layers	used	to	build	CNN	
architectures:	Convolutional	Layer,	Pooling	Layer	and	Fully-Connected	Layer	(as	seen	in	regular	
ANNs).	These	layers	stacked	together	form	the	full	CNN	architecture.	
	
Input	Layer:	
Holds	the	raw	pixel	values	of	the	image	(most	commonly	using	three	colour	channels	R,	G,	B).		

																																																								
3	https://www.youtube.com/watch?v=py5byOOHZM8	
4	http://cs231n.github.io/convolutional-networks/	
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Convolutional	Layer:	
The	convolutional	layer	is	the	core	building	block	of	a	CNN	–	it	essentially	does	most	of	the	
computational	‘heavy	lifting’.		
The	convolutional	layer’s	parameters	consist	of	a	set	of	learnable	filters.	Every	filter	is	small	spatially	
(along	width	and	height)	but	extends	through	the	full	depth	of	the	input	volume.		

For	example,	a	typical	filter	on	a	first	layer	of	a	CNN	might	have	size	5x5x3	(i.e.	5	pixels’	
width	and	height,	and	3	because	images	have	depth	3,	the	colour	channels).	During	the	
forward	pass,	each	filter	slides	(more	precisely,	convolve)	across	the	width	and	height	of	the	
input	volume	and	compute	dot	products	between	the	entries	of	the	filter	and	the	input	at	
any	position.	As	the	filter	slides	over	the	width	and	height	of	the	input	volume	it	will	produce	
a	2-dimensional	activation	map	that	gives	the	responses	of	that	filter	at	every	spatial	
position.	Intuitively,	the	network	will	learn	filters	that	activate	when	they	see	some	type	of	
visual	feature	such	as	an	edge	of	some	orientation	or	a	blotch	of	some	colour	on	the	first	
layer,	or	eventually	entire	honeycomb	or	wheel-like	patterns	on	higher	layers	of	the	
network.	This	results	in	an	entire	set	of	filters	in	each	convolutional	layer	(e.g.	12	filters),	and	
each	of	them	will	produce	a	separate	2-dimensional	activation	map.	Stacking	these	
activation	maps	along	the	depth	dimension	and	produce	the	output	volume.	

When	dealing	with	high-dimensional	inputs	(such	as	images),	it	is	impractical	to	connect	neurons	to	
all	neurons	in	the	previous	volumes.	Instead,	each	neuron	is	connected	only	to	a	local	region	of	the	
input	volume.	The	spatial	extent	of	this	connectivity	is	a	hyper	parameter	called	the	receptive	field	of	
the	neuron	(essentially	the	filter	size).	The	extent	of	the	connectivity	along	the	depth	axis	is	equal	to	
the	depth	of	the	input	volume	–	the	connections	are	local	in	space	(along	width	and	height)	but	
always	full	along	the	entire	depth	of	the	input	volume.		

	
Rectified	Linear	Units(ReLU)	Layer:	5	
After	each	convolutional	layer,	it	is	convention	to	apply	a	nonlinear	layer	(also	known	as	an	
activation	layer)	immediately	afterwards.	This	allows	non-linearity	to	be	introduced	to	the	system	
that	has	been	computing	linear	operations	during	the	convolutional	layers.	ReLU	layers	allows	for	
the	network	to	train	faster	(because	it	is	more	computationally	effective)	without	making	a	
significant	difference	to	the	accuracy.	It	helps	with	alleviating	the	gradient	problem	(the	issue	where	
the	lower	layers	of	the	network	train	very	slowly	because	the	gradient	decreases	exponentially	
between	layers).	The	layer	essentially	just	changes	all	the	negative	activations	to	0,	therefore	
increasing	the	nonlinear	properties	of	the	model	and	the	overall	network	without	affecting	the	
receptive	fields	of	the	convolutional	layer.		
																																																								
5	https://adeshpande3.github.io/A-Beginner%27s-Guide-To-Understanding-Convolutional-
Neural-Networks-Part-2/	
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Pooling	Layer:	
It	is	common	to	periodically	insert	a	pooling	layer	in-between	successive	convolutional	layers	in	a	
CNN’s	architecture.	Its	function	is	to	progressively	reduce	the	spatial	size	of	the	representation	to	
reduce	the	amount	of	parameters	and	computation	in	the	network,	and	hence	controls	overfitting.	
The	pooling	layer	operates	individually	on	every	depth	slice	of	the	input	and	resizes	it	spatially	–	it	is	
used	to	essentially	down	sample	the	volume	spatially,	independently	in	each	depth	slice	of	the	input	
volume.	It	more	commonly	utilises	MAX	pooling	[explored	later	on].		
Fully-Connected	Layer:	
Neurons	in	a	fully	connected	layer	have	full	connections	to	all	activations	in	the	previous	layer	(as	
seen	in	regular	Neural	Networks).	Their	activations	can	hence	be	computed	with	a	matrix	
multiplication	followed	by	a	bias	offset.		
The	only	difference	between	fully-connected	layers	and	convolutional	layers	is	that	the	neurons	in	
the	convolutional	layers	are	connected	only	to	a	local	region	in	the	input,	and	that	many	of	the	
neurons	in	a	convolutional	volume	share	parameters.	The	neurons	in	both	layers	still	compute	dot	
products,	so	their	functional	form	is	identical,	and	therefore	conversions	between	the	two	are	
possible.		
	
Summary:	

• Convolutional	Neural	Networks	are	very	similar	to	ordinary	Neural	Networks	–	they	are	
made	up	of	neurons	that	have	learnable	weights	and	biases.	Each	neuron	receives	some	
inputs,	performs	a	dot	product	and	optionally	follows	it	with	a	non-linearity.	The	whole	
network	still	expresses	a	single	differentiable	score	function:	from	the	raw	image	pixels	
on	one	end	to	class	scores	at	the	other.		

• CNNs	take	advantage	of	the	fact	that	the	input	consists	of	images	and	they	constrain	the	
architecture	in	a	more	sensible	way.	More	specifically,	the	layers	of	a	CNN	have	neurons	
arranged	in	3	dimensions:	width,	height,	depth	(referring	to	the	third	dimension	of	an	
activation	volume,	not	the	depth	of	the	full	Neural	Network	[which	refers	to	the	total	
number	of	layers	in	a	network]).		

• A	CNN	is	a	sequence	of	layers,	where	every	layer	of	the	CNN	transforms	one	volume	of	
activations	to	another	through	a	differentiable	function.	There	are	three	main	types	of	
layers	used	to	build	CNN	architectures:	Convolutional	Layer,	ReLU	Layer,	Pooling	Layer	
and	Fully-Connected	Layer	(as	seen	in	regular	ANNs).	These	layers	stacked	together	form	
the	full	CNN	architecture.	
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Backpropagation6	
Backpropagation	is	a	method	used	in	ANNs	to	calculate	a	gradient	needed	to	adjust	the	parameters	
(weighting)	of	particular	nodes/filters	in	the	network.	It	works	by	calculating	the	error	at	the	output	
(by	comparing	it	to	the	expected	output	etc.)	and	distributing	the	value	back	through	the	network	of	
layers.	It	is	considered	to	be	a	supervised	learning	method	(despite	being	used	in	several	
unsupervised	networks	such	as	auto	encoders	etc.).		
	
Further	Reading:	
https://www.quora.com/How-do-you-explain-back-propagation-algorithm-to-a-beginner-in-neural-
network	
http://neuralnetworksanddeeplearning.com/chap2.html	
	
Summary:	

• Backpropagation	calculates	the	cost	function	(the	error	in	the	desired	output	vs	actual	
output)	and	adjusts	parameters	(weightings)	of	nodes/filters	by	working	its	way	back	
through	the	hidden	layer	and	calculating	which	nodes/filters	led	to	the	incorrect	outcome	
and	adjusting	those	accordingly.	Overfitting	vs	Under	fitting7	

	
Overfitting:	
Refers	to	models	that	model	the	training	data	too	well.		
Overfitting	occurs	when	a	model	learns	the	detail	and	noise	in	the	training	data	too	well	–	to	the	
level	that	it	negatively	impacts	its	performance	on	new	data.	This	means	that	noise	and	random	
fluctuations	in	the	training	data	is	picked	up	and	learned	as	concepts	by	the	model.		
Overfitting	is	more	likely	with	nonparametric	and	nonlinear	models	that	have	more	flexibility	when	
learning	a	target	function.	Many	nonparametric	machine	learning	algorithms	also	includes	
parameters	or	techniques	to	limit	and	constrain	how	much	detail	the	model	learns.		
For	example,	decision	trees	are	a	nonparametric	machine	learning	algorithm	that	is	very	flexible	and	
is	subject	to	overfitting	training	data.	The	problem	can	be	addressed	by	pruning	a	tree	after	it	has	
learned	in	order	to	remove	some	of	the	detail	it	has	picked	up.		
Under	fitting:	
Under	fitting	refers	to	a	model	that	can	neither	model	the	training	data	nor	generalise	to	new	data.		
An	under	fit	machine	learning	model	is	not	a	suitable	model	and	will	be	obvious	as	it	will	have	poor	
performance	on	the	training	data	(and	hence	would	have	poor	results	with	new	data).	Under	fitting	
isn’t	covered	necessarily	as	it	is	essentially	redundant.		
	
Summary:	

• Overfitting:	Model	works	extremely	well	with	testing	data,	however	poorly	with	new	data	
• Under	fitting:	Model	does	not	work	well	with	testing	data,	as	well	as	with	new	data.	 	

																																																								
6	https://en.wikipedia.org/wiki/Backpropagation	
7	https://machinelearningmastery.com/overfitting-and-underfitting-with-machine-learning-
algorithms/	
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Spatial	Arrangement8	
Three	hyper	parameters	control	the	size	of	the	output	volume:	the	depth,	stride,	and	zero-padding:	

Depth:	
The	depth	of	the	output	volume	is	a	hyper	parameter:	it	corresponds	to	the	number	of	
filters,	each	learning	to	look	for	a	different	aspect	in	the	input.	For	example,	if	the	first	
Convolutional	Layer	takes	a	raw	image	as	input,	different	neurons	along	the	depth	
dimension	may	activate	in	presence	of	various	oriented	edges,	or	blobs	of	colour.	These	sets	
of	neurons	that	look	at	the	same	region	of	the	input	are	known	as	the	depth	column.	
Stride:	
The	stride	at	which	the	filters	slide	across	the	image	input.	When	the	stride	is	1,	the	filters	
are	moved	one	pixel	at	a	time.	When	the	stride	is	2	then	the	filters	jump	2	pixels	at	a	time	as	
they	slide	around.	Larger	strides	will	produce	smaller	output	volumes	spatially.	
Zero-Padding:	
Sometimes,	it	will	be	convenient	to	pad	the	input	volume	with	zeros	around	the	border.	The	
size	of	this	zero-padding	is	a	hyper	parameter.	Zero-padding	allows	control	of	the	spatial	size	
of	the	output	volumes.		

	
Summary:	

• Three	hyper	parameters	control	the	size	of	the	output	volume:	the	depth,	stride,	and	
zero-padding:	

o Depth:	corresponds	to	the	number	of	filters,	each	learning	to	look	for	different	
aspects	in	the	image.	The	neurons	that	look	at	the	same	region	of	the	input	are	
known	as	the	depth	column.		

o Stride:	the	strides	at	which	the	filters	pass	over	the	image.	Larger	strides	
produce	smaller	output	volumes	spatially.		

o Zero-padding:	Padding	the	input	volume	with	zeros	which	allows	the	control	of	
the	spatial	size	of	the	output	volumes.			 	

																																																								
8	http://cs231n.github.io/convolutional-networks/	
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Parameter	Sharing9	
Parameter	sharing	scheme	is	used	in	convolutional	layers	to	control	the	number	of	parameters.	The	
number	of	parameters	can	be	drastically	reduced	by	making	one	reasonable	assumption:	That	if	one	
feature	is	useful	to	compute	at	some	spatial	position	(x,	y),	then	it	should	also	be	useful	to	compute	
at	a	different	position	(x2,	y2).		
	
Sometimes	the	parameter	sharing	assumption	may	not	make	sense.	This	is	especially	the	case	when	
the	input	images	into	a	CNN	have	some	specific	centred	structure,	where	it	is	expected	that	completely	
different	features	should	be	learned	on	one	side	of	the	image	when	compared	to	the	other.	In	these	
cases,	it	is	common	to	relax	the	parameter	sharing	scheme	and	instead	call	the	layer	a	Locally-Connected	
Layer.		
	
Summary:	

• The	sharing	of	parameters	is	used	to	control	the	number	of	parameters.	It	reduces	the	
processing	speed/load	as	it	allows	the	CNN	to	use	standard	parameters	rather	than	
individual/unique	parameters	for	each	aspect	of	the	image.		

• When	parameter	sharing	isn’t	sensible,	the	parameter	sharing	scheme	is	relaxed	and	the	
layer	is	called	a	Locally-Connected	Layer.	

	
Max	Pooling10	
Max	pooling	is	a	sample-based	discretization	process.	Its	objective	it	to	down-sample	an	input	
representation	(image,	hidden-layer	output	matrix	etc.),	reducing	its	dimensionality	and	allowing	for	
assumptions	to	be	made	about	features	contained	in	the	sub-regions	binned.		
This	is	done	in	part	to	help	over-fitting	by	providing	an	abstracted	form	of	the	representation.	It	also	
reduces	the	compensational	cost	by	reducing	the	number	of	parameters	to	learn	and	provides	basic	
translation	invariance	to	the	internal	representation.	
Max	pooling	is	done	by	applying	a	max	filter	to	non-overlapping	sub	regions	of	the	initial	
representation.		
For	example:	
If	the	initial	input	is	represented	by	a	4x4	matrix	and	a	2x2	filter	is	run	over	it,	there	will	be	a	stride	
length	of	2,	and	therefore	won’t	overlap	regions.	For	each	region	represented	by	the	filter,	the	max	
of	that	region	will	be	taken	and	used	in	a	new	output	matrix	(one	for	each	depth	slice)	where	each	
element	is	the	max	of	a	region	in	the	original	input	(see	below).		

	

Summary:	
• For	each	region	represented	by	the	filter,	the	max	of	that	region	will	be	taken	and	used	

in	a	new	output	matrix	(one	for	each	depth	slice)	where	each	element	is	the	max	od	a	
region	in	the	original	input.		 	

																																																								
9	http://cs231n.github.io/convolutional-networks/	
10	https://www.quora.com/What-is-max-pooling-in-convolutional-neural-networks	
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Dedicated	Short	Range	Communications	(DSRC)	
Vehicle	to	Vehicle11	
 
How	it’s	implemented:	
V2V	networks	are	implemented	using	dedicated	short-range	communications	(DSRC)	–	two-way	
wireless	channels	that	enable	V2V-equipped	cars	to	communicate	with	each	other	at	roughly	300	
metres,	and	whose	broadcast	updates	10	time	per	second.	DSRCs	collate	and	share	basic	safety	
messages	about	a	vehicle’s	speed,	direction,	braking	status,	and	position,	to	determine	whether	an	
alert	need	to	be	sent	to	the	driver.	They	operate	in	the	75	MHz	band	(of	which	the	FCC	has	
apportioned	a	spectrum	of	5.9	GHz	to	provide	a	clean,	unrestricted	communication	environment).	
	
Why	it’s	important:	
Vehicle-to-vehicle	allows	automobiles	to	essentially	“talk”	to	each	other.	They	form	wireless	
networks	as	necessary	on	the	road	(i.e.	during	a	journey).	
They	protocol	ensures	that	each	vehicle	sends	data	to	its	neighbours	about	what	it	is	doing	(i.e.	
speed,	location,	direction	of	travel,	braking	and	loss	of	stability).	It	is	a	mesh	network,	meaning	that	
every	node	(car,	smart	traffic	signal	etc.)	could	send,	capture	and	retransmit	signals.	5	to	10	hops	on	
the	network	would	gather	traffic	conditions	a	mile	ahead.	
Summary:	

• Cars	use	Dedicated	Short	Range	Communications	(DSRC)	in	order	to	establish	connections	
with	each	other	(within	a	300	metre	radius).	

• The	networks	established	allow	for	the	cars	to	collate	and	share	basic	information:	vehicle	
speed,	direction,	braking	status	and	position	

• The	on-board	processor	of	the	car	decides	whether	an	alert	will	be	sent	to	the	driver	or	not.	
• It	is	a	mesh	network	–	every	node	(car,	smart	traffic	signals	etc.)	could	send,	capture	and	

retransmit	signals.	
• Allows	for	changes	to	a	vehicle’s	trajectory	to	be	made	based	on	the	data	it	receives,	in	

order	to	have	the	safest,	most	efficient	trip		
	

Advantages	 Disadvantages	
• Would	lead	to	reduced	accidents	from	human	error	

(as	the	cars	would	be	able	to	communicate	with	
each	other	and	adjust	accordingly).	

o Ultimately	would	save	money	in	the	long	
run.	

• Provides	intersection	assistance.	
o Vehicles	could	alert	drivers	of	approaching	

vehicles	at	intersections	that	could	
potentially	be	in	the	driver’s	blind	spots.	

• Leads	to	more	efficient	gas	usage	/	mileage.	
o Would	potentially	reduce	the	gas	wasted	in	

traffic	congestions.	
• Expanded	safety	applications.	

o Cars	would	be	able	to	react	to	abrupt	traffic	
changes.		

• Would	take	a	long	time	for	
all	vehicles	to	benefit	from	
V2V	protocols	(as	all	
vehicles	would	require	the	
technology	to	
communicate).	

• Costly	technology	to	install	
on	every	vehicle.	

	

																																																								
11https://www.autoinsuresavings.org/future-car-technology-vehicle-vehicle-v2v-
communications/	
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Vehicle	to	Infrastructure12	
	
How	it’s	implemented:	
V2I	networks	are	implemented	using	dedicated	short-range	communications	(DSRC)	–	two-way	
wireless	channels	that	enable	V2I-equipped	cars	to	communicate	with	infrastructure	at	an	
approximate	300	metre	radius.	Infrastructure	refers	to	the	components	that	support	a	country’s	
highway	system	(i.e.	overhead	RFID	readers	and	cameras,	traffic	lights,	lane	markers,	streetlights,	
signage	and	parking	metres).	The	data	from	infrastructure	components	are	delivered	to	the	vehicle	
over	an	ad	hoc	network	and	vice	versa	(bidirectional).		
	
Why	it’s	important:	
V2I	sensors	in	infrastructure	can	provide	cars	with	real-time	advisories	(e.g.	on	road	conditions,	
traffic	congestions,	accidents,	construction	zones	and	parking	availability).	The	infrastructure	could	
also	set	variable	speed	limits,	adjust	traffic	signal	phase	and	timing	and	other	changes	to	ensure	
efficient	traffic	flow	on	the	whole.	
Summary:	

• Cars	use	Dedicated	Short	Range	Communications	(DSRC)	in	order	to	establish	connections	
with	infrastructure	(e.g.	overhead	RFID	readers	and	cameras,	traffic	lights,	signage	etc.).		

• The	networks	established	allow	for	the	car	to	receive	real-time	information	about	road	
conditions,	traffic	congestions,	accidents,	construction	zones	and	parking	availability.	In	turn,	
it	sends	its	details	(speed,	direction,	position,	braking	status	etc.)	to	the	infrastructure	set	in	
place	in	order	to	provide	more	information	for	better	usage	of	the	system	(more	data	to	
analyse	etc.	and	therefore	better,	more	accurate	results	would	be	generated).	

• Allows	for	changes	to	a	vehicle’s	trajectory	to	be	made	based	on	the	data	it	receives	in	order	
to	have	the	safest,	most	efficient	trip.		

	
Advantages	 Disadvantages	

• Allows	for	more	efficient	journeys	made	
by	vehicles	within	the	limits	of	the	
infrastructure.	

• Leads	to	more	efficient	fuel	
usage/mileage.		

o By	receiving	traffic	data	from	
the	city’s	infrastructure,	cars	
could	avoid	congested	areas	
and	therefore	reduce	their	fuel	
emissions	etc.	
	

• Would	require	the	infrastructure	to	be	
installed	across	large	areas	for	it	to	be	
most	efficient.	

• Would	be	costly	to	set	up	across	a	
city/wider	area.	

	 	

																																																								
12	http://whatis.techtarget.com/definition/vehicle-to-infrastructure-V2I-or-V2X	
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Light	Imaging	Detection	And	Ranging	(LIDAR)13	
	
The	LIDAR	instrument	(positioned	on	the	top	of	the	vehicle)	fires	rapid	pulses	of	laser	light	at	a	
surface	(some	at	up	to	150,000	pulses	per	second).	A	sensor	on	the	instrument	measures	the	
amount	of	time	it	takes	for	each	of	the	pulses	to	return/bounce	back.	The	processor	uses	the	known	
speed	of	light	and	the	value	returned	by	the	LIDAR	sensor	to	calculate	the	distance	between	itself	
and	the	target/surroundings	with	high	accuracy.	The	repetition	of	this	method	in	quick	succession	
allows	for	the	vehicle	to	create	a	complex	‘feature	map’.	Generally,	there	are	two	types	of	LIDAR	
detection	methods:	Incoherent	(Direct	energy	detection)	and	Coherent	detection.	
	
Coherent	systems	are	best	for	Doppler	or	phase	sensitive	measurements,	and	generally	use	Optical	
heterodyne	detection.	This	allows	for	them	to	operate	at	much	lower	power	at	the	expense	of	more	
complex	transceiver	requirements.	Both	types	of	LIDAR	have	two	main	pulse	modes:	Micro	pulse	
and	high-energy	systems.	
	
Micro	pulse:	Developed	as	a	result	of	more	powerful	computers	with	greater	computational	
capabilities.	Low	powered	lasers	which	are	classed	as	‘eye-safe’,	and	therefore	can	be	used	with	
little	safety	precautions.	
	
High-energy	systems:	More	commonly	used	for	atmospheric	research	where	they	are	used	to	
measure	various	atmospheric	parameters	(height,	layering	and	density	of	clouds),	cloud	particle	
properties,	temperature,	pressure,	wind,	humidity	and	trace	gas	concentration.	
	
Components	of	LIDAR:	

• Lasers:	
Categorised	by	their	wavelengths	(600-1000	nm	lasers	are	more	commonly	used	for	non-
scientific	purposes,	but	as	can	be	focused	and	easily	absorbed	by	the	eye,	the	maximum	
power	has	to	be	limited	in	order	for	them	to	be	deemed	‘eye-safe’).	Lasers	with	a	
wavelength	of	1550nm	are	common	alternatives	as	they	are	not	focused	by	the	eye	and	are	
‘eye-safe’	at	much	higher	power	levels.	These	wavelengths	are	used	for	longer	range	and	
lower	accuracy	purposes.		
Another	advantage	of	1550nm	wavelengths	is	that	they	do	not	show	under	night-vision	
goggles	and	therefore	are	well	suited	to	military	applications.		

• Scanners	and	Optics:	
The	speed	at	which	images	can	be	developed	is	affected	by	the	speed	at	which	it	can	be	
scanned	into	the	system.	A	variety	of	scanning	methods	are	available	for	different	purposes	
such	as	azimuth	(the	horizontal	angle/direction	of	a	compass	point)	and	elevation,	dual	
oscillating	plane	mirrors,	dual	axial	scanners	and	polygonal	mirrors.	The	type	of	optic	
determines	the	resolution	and	range	that	can	be	detected	by	a	system.	

• Photodetector	and	receiver	electronics:	
The	photodetector	is	the	device	that	reads	and	records	the	signal	being	returned	to	the	
system.	There	are	two	main	types	of	photodetector	technologies:	Solid	state	detectors	(such	
as	silicon	avalanche	photodiodes	and	photomultipliers.	

• Navigation	and	positioning	systems:	
GPS	provides	accurate	geographical	information	regarding	the	position	of	the	sensor	and	an	
Inertia	Measurement	Unit	(IMU)	records	the	precise	orientation	of	the	sensor.	These	two	
devices	provide	the	method	of	translating	sensor	data	into	static	points	for	use	in	a	variety	
of	systems.	
	

																																																								
13	http://www.lidar-uk.com/how-lidar-works/	
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Summary:	

• LIDAR	instrument	fires	rapid	pulses	of	laser	light	as	a	surface.	Sensors	on	the	instrument	
measures	the	time	taken	for	each	of	the	pulses	to	return	(bounce-back).	The	processor	uses	
the	known	speed	of	light	and	sensor	read	value	to	work	out	distance	between	the	car	and	
the	object.	The	repetition	of	this	method	creates	a	complex	‘feature	map’.	

• Two	types	of	LIDAR	systems:	Coherent	and	incoherent.	Coherent	systems	work	at	lower	
power	(with	expense	of	more	complex	transceiver	requirements).	

• Both	types	of	LIDAR	have	two	main	pulse	modes:	Micro	pulse	(low	powered	lasers	which	are	
classed	as	‘eye-safe’)	and	High-energy	systems	(More	commonly	used	for	atmospheric	
readings).	

• Components	of	LIDAR:	
o Lasers	–	wavelengths	
o Scanners	and	Optics	–	speed	at	which	images	can	be	developed	
o Photodetector	and	receiver	electronics	–	reads	and	records	the	signal	being	

returned	to	the	system	
o Navigation	and	positioning	systems	–	Method	of	translating	sensor	data	into	static	

points	for	the	‘feature	map’	
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Multilayer	Perceptron	(MLP)14	
A	Multilayer	Perceptron	(MLP)	is	a	deep,	artificial	neural	network.	It	is	composed	of	more	than	one	
perceptron	(a	simple	algorithm	intended	to	perform	binary	classification	i.e.	predicts	whether	an	
input	belongs	to	a	certain	category	of	interest	or	not).	They	are	composed	of	an	input	layer	to	
receive	the	signal,	output	layer	that	makes	a	decision	or	prediction	about	the	input,	and	in	between	
these	two	layers,	an	arbitrary	number	of	hidden	layers	that	carry	out	all	the	processing/computing.		
	
MLPs	are	often	applied	to	supervised	learning	problems	(in	this	case,	autonomous	vehicles),	as	they	
train	on	a	set	of	input-output	pairs	and	learn	to	model	the	correlation	(or	dependencies)	between	
the	two.	The	training	on	a	MLP	involves	adjusting	parameters	or	weights/biases	of	the	model	in	
order	to	minimize	error.	Backpropagation	is	used	to	make	those	weights	and	bias	adjustments	in	
relation	to	the	error	(which	can	be	measured	in	various	ways	–	including	root	mean	square	error	
[RMSE]).		
	
MLPs	are	a	feedforward	network,	and	therefore	are	mainly	involved	in	two	motions	–	a	constant	
back	and	forth.		

In	the	forward	pass,	the	signal	flow	moves	from	the	input	layer	through	the	hidden	layers	to	
the	output	layer,	and	the	decision	of	the	output	layer	is	measured	against	the	ground	truth	
tables	(the	expected	outcome	based	off	the	inputs).		
In	the	backward	pass,	using	backpropagation	and	the	chain	rule	(calculus),	a	partial	
derivatives	of	the	error	function	and	the	various	weights/biases	are	back-propagated	
through	the	MLP.	The	act	of	differentiation	returns	a	gradient,	which	is	used	to	adjust	
parameters	and	therefore	moves	the	MLP	one	step	closer	to	the	error	minimum	(minimum	
number	of	errors	that	the	MLP	makes	–	this	number	is	optimal	when	it	is	closest	to	0	i.e.	no	
errors).		

The	network	repeats	this	process	until	the	error	minimum	cannot	decrease	anymore	(i.e.	it	is	0)	–	a	
state	known	as	convergence.		
Summary:	

• A	MLP	is	a	deep	artificial	neural	network	composed	of	more	than	one	perceptron	(which	in	
turn	is	composed	of	an	input	layer,	multiple	hidden	layers	and	an	output	layer).	

• They	are	a	feedforward	network	that	mainly	involves	two	motions	–	a	constant	back	and	
forth.	

o The	forward	pass:	inputs	are	flown	through	the	MLP	and	the	outputs	are	compared	
with	the	expected	result	

o The	backward	pass:	uses	backpropagation	to	adjust	parameters	and	reduce	error	
minimum	to	the	optimal	(0).			 	

																																																								
14	https://deeplearning4j.org/multilayerperceptron	
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Image	Filters15	
	
Filtering	is	taking	an	image,	processing	it	and	then	making	a	different	output.		
	
Kernel	Convolution:	
Kernel	Convolution	is	the	core	of	Gaussian	and	mean	blurs	and	edge	detection	and	basically	any	
other	filtering	process.	The	process	of	taking	a	small	grid	of	numbers	and	passing	them	over	the	
image,	transforming	it	based	on	the	value	of	the	numbers.	By	using	differing	numbers	in	the	Kernel,	
we	perform	blurs,	sharpen,	edge	detection	etc.	In	the	process	there	is	always	the	image,	then	the	
Kernel,	which	is	a	matrix	(3x3)	box.	The	Kernel	is	always	smaller	than	the	image	size.	For	every	pixel	
in	the	image,	the	Kernel	grid	is	placed	over	it	so	the	designated	pixel	is	in	the	centre.	Each	
corresponding	image	value	and	kernel	value	is	multiplied	together,	then	the	sum	is	totalled.	Then	
normalise	by	dividing	that	value	by	the	total	value	of	the	Kernel.		
	
Types:	If	all	the	values	in	the	Kernel	are	1,	then	it	is	a	mean	blur.	
	
Steps:	

1. The	Kernel	is	placed	over	the	original	image	
2. The	numbers	(3x3)	centring	each	value	is	multiplied	by	the	corresponding	value	in	the	

Kernel.	
3. The	values	are	then	added	together	and	multiplied	by	the	number	of	values	in	the	Kernel	

(Kernel	size).		
4. And	placed	as	the	original	value	for	the	new	output	image.		

	

Reasons	for	using	Blurs:	
• Removing	noise	before	processing	images	to	make	them	look	better	

o Therefore,	removing	unnecessary	data	and	providing	the	computer	with	a	clearer,	
more	succinct	image.	

• To	blur	the	background	of	an	image	
	
Summary:	

• Kernel	Convolution	is	the	process	of	taking	a	small	grid	of	numbers	and	passing	them	over	
then	image,	transforming	it	based	on	the	value	of	the	numbers.	

• You	would	use	a	blur	to	remove	backgrounds	and/or	noise	to	make	an	image	more	succinct	
and	therefore	better	for	processing	etc.	

	 	

																																																								
15	https://www.youtube.com/watch?v=C_zFhWdM4ic	

Image	
Kernel	
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Other	Aspects	to	Consider	
Ethical	Issues	
Beta-Testing	
In	software	development,	a	beta	test	is	the	second	phase	of	software	testing	in	which	a	sampling	of	
the	intended	audience	tries	the	product	out.	In	this	phase	of	software	development,	applications	are	
subjected	to	real	world	testing	by	the	intended	audience	for	the	software.	The	experiences	of	the	
early	users	are	forwarded	back	to	the	developers	who	make	final	changes	before	releasing	the	
software	commercially.	

• Testing	on	streets	where	the	people	are	at	risk,	and	they	didn’t	not	become	acknowledged	
of	the	risk.		

• It	allows	for	unrecognized	errors	to	come	to	light;	the	businesses	are	not	sure	on	what	it	
would	uncover.		

• Unknown	responsibility	in	the	case	of	an	accident,	the	driver	or	car.		
• The	tests	are	public	knowledge,	and	therefore	are	open	to	third-part	tampering	(hacking)	
• Current	Relation:	Uber’s	incident	with	their	autonomous	vehicle	not	following	expected	

actions	which	led	to	the	death	of	a	civilian.	
o http://www.bbc.com/news/business-43459156	

	
Legislations	

• Trolley	Problem.	
• Undiscovered	issues	etc.	would	spark	debate	on	who	would	be	to	blame	in	the	events	of	an	

incident.	
o (See	above	link	about	Uber).	

Loss	of	jobs	/	industries	
• US	drivers	are	predicted	of	losing	300,000	jobs	the	year	cars	are	implemented.	
• 3.1	million	truck	drivers	in	the	US	risk	losing	their	job.	
• Giving	unskilled	workers	job	loss.	

	


